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ATLAS Experiment 

 A general-purpose high-energy physics experiment 

 40 countries, 180 institutes, 3000 persons 

 27 fb-1 p+p, 30 nb-1 p+Pb, 170 ub-1 Pb+Pb 
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ATLAS Experiment 
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7000 tonnes 

 Fundamental particle physics 

 What gives particles mass? (e.g, Higgs mechanism) 

 But also… Super Symmetry? Dark matter? Antimatter? 
Extra dimensions? Exotic new physics? 

 Studying all of this requires a lot of data and a lot of computing… 
 

 



Data analysis workflow 
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Data management 
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 ATLAS is currently accumulating 40PB of permanent data per year 

 Additionally handling 20PB of temporary, in-flight data 

 Data is written to files, and files are aggregated in datasets and containers 

 Files are replicated to data centres globally for distributed processing 

 Data management system (v1:DQ2, v2:Rucio) is responsible for the data workload 

 15 million data management events per day, (e.g., addFilesToDataset, scheduleFileForDeletion, download, ...) 

 Interaction rate of events at 800Hz 24/7, with the occasional burst to 1500Hz 

 “Old” data does not become unused, due to the nature of high-energy physics analysis 
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LHCONE 
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 Complements the LHCOPN, to support more dynamic workflows 

 Additional entry points, and better routing 

 Smarter networking with virtual circuits 

 Quality of Service 

 Guaranteed bandwidth and latency 



Data catalogues 
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 Main bookkeeping catalogue (10TB, ADCR) 

 Oracle 11g Database at CERN 

 Datasets and files: ~1 billion rows (transactional, ~20 tables out of which 3 take the bulk) 

 Archive: ~3 billion rows (read-only, bulk append) 

 Tracing/Monitoring: ~5 billion rows (read-only, streaming append) 

 Oracle Active Data Guard (10TB, ADG) 

 Read-only, low-latency, backup instance of ADCR 

 Used for analysis that does not require correlation studies with SQL, i.e., table joins not required 

 Hadoop (50TB) 

 Periodical extraction of selected data from ADG 

 Long-running and difficult correlation studies with MapReduce and Pig 

 Write results back to ADCR 
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Accounts and permissions 
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 There are many credentials that can identify persons 

 username and password 

 x509 certificates 

 Kerberos GSSAPI 

 OpenID 

 … 

 In many cases, these credentials are not issued or 
verified by the same entity 

 Traditional groups and ACLs do not map very well 

 Do something “on behalf” of someone else 

 Different credentials can map to different roles 

 Micro-management nightmare 

 Let credentials be verified by their issuing entity 

 Permissions are handled on accounts, not credentials 



Data identifiers 
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 Scoped namespace (data always belongs to someone/something) 

 Files must be grouped in datasets 

 Datasets can be grouped in containers 

 Containers can be grouped in containers 

 Unique namespace is enforced 

 Deleted data identifiers 
cannot be reused 

 Metadata can be attached 
everywhere 

 Physical grouping 

on dataset level! 



Rucio Storage Elements 
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 Logical abstraction of a (set of) storage system to a physical entity 

 protocol + resource locator 

 tags or attributes, e.g., ALL_TIER1, FRANCE, USERDISK 

 Target for distribution policy 

 3 replicas at ALL_TIER1s 

 1 replica at FRANCE 

 Naming of physical files 

 circumvent limitations on underlying systems 

 most common: performance problem if more than 65k files in a directory 

 Enacts transfers and transfer monitoring 

 Move file from CERN_USERDISK to BNL_ARCHIVE 

 Step 1: Establish which protocols are supported by both sites 

 Step 2: Use appropriate method to connect both RSEs and transfer 

 Endpoint management 

 scheduled downtimes 

 automated blacklisting due to errors or overloads 5 
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Replica management 
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 A replica is an identical physical copy of some data, serving two primary purposes 

 performance: independent parallel access 

 reliability: if data is lost or inaccessible in one place, one still has a working copy 

 Three main approaches to distribute replicas 

 random: uniform, weighted, probability density function, … 

 explicit: micro management 

 implicit: distribution policy 
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Rule 1: All even-numbered files go to even-numbered nodes. 

Rule 2: At least 2 replicas for every file. 

Rule 3: Prime-numbered files have exactly 3 replicas. 

Rule 4: File 9 should be on the left-most nodes. 

Files 



Replica management 
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 A replica is an identical physical copy of some data, serving two primary purposes 

 performance: independent parallel access 

 reliability: if data is lost or inaccessible in one place, one still has a working copy 

 Three main approaches to distribute replicas 

 random: uniform, weighted, probability density function, … 

 explicit: micro management 
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Caveats 

• best-effort optimum distribution 

• policy/rule evaluation algorithm 

• node metadata (location, weight, …) 

• file metadata (grouping, type, …) 

• reliability quasi-guaranteed by policy 

Files 



Smart data management 1/2 
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 Data management is not only about transferring and storing files 

 Tracing 

 Who did what and when? Can we get this information even in concealed environments? 

 Physicists are smart – they find clever ways to circumvent technological and artificial 
limitations. Can we actually reverse engineer what they are doing by looking at the 
traces? 

 Data popularity 

 What is the most popular data? According to which metric? Should we trigger hot 
replication on often-used data? 

 You can only get better than least-recently-used caching, if you can predict the future 
reliably! 

 Accounting and quota 

 How much data of a particular project/datatype/etc are there? And where? Which users 
are abusing the system? 

 This can quickly become a combinatorial problem due to the amount of involved variables. 



Smart data management 2/2 
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 Consistency 

 Things go wrong all the time, but how are they corrected? Bit flipped? Wrongly named 

files? Checksumming is expensive! 

 Human intervention is required in almost all serious cases. 

 Deletion 

 Space is not infinite. Deletion of data is not instantaneous. 

 Beware of system fragmentation! Overzealous use of space partitioning methods leads to 

unused disks. 

 Availability and resilience 

 What if users hammer the system to gain an advantage? Rogue scripts? Programming 

mistakes? What if it is a legitimate use-case? 

 Outdated software / application migration 

 New software releases need to be deployed. This does not happen instantaneously. 

Software version resilience/compatibility must be guaranteed during migration. 

 



Case study – Bookkeeping 
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 Fully distributed Local File Catalogue (LFC) 

 Provides information about filename to physical file mapping 

 Each LFC serves a part of the namespace (mostly national) 

 In principle, this seems like a good idea 

 Main problem 

 Requisite: Physical file locations are always required 

 Problem: You need to update two bookkeeping databases 

 Data management catalogue and the corresponding LFCs 

 Required: Efficient distributed transactions across different implementations of databases 
(Oracle, MySQL, PostgreSQL) 

 Solution 

 Get rid of this catalogue! 

 Replace physical bookkeeping by a deterministic function 

 Before: PFN = site_lfc.lookup(‘filename’) 

 After: PFN = hash.sha256(‘filename’)  

 Requires one-time renaming/moving of 500 million files at sites though 



Case study – Bookkeeping 
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 The actual operation is actually cheap, but we were in the protocol-trap 
with the gLite Storage Resource Manager (SRM) 

 Open, but self-supported protocol 

 Infeasible to get storage providers to implement a mv operation via SRM 

 Pushed instead for WebDAV support 

 Resulted in reduction of consistency problems, lookup times, and software 
maintenance time 

 



Summary 
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 Scientific computing is data-intensive computing 

 Data management has become the quintessential problem 

 Offloading computationally intensive tasks is comparably trivial 

 Connecting heterogeneous resources is important if multiple (funding) entities are involved 

 You MUST play well with others or you die alone in your corner 

 This is equally true for your data, don’t keep it in a proprietary (or only self-supported) format 

 Providing an open, standard interface is necessary 

 This is how you can! Don’t succumb to vendor lock-in! 

 Vendors: Provide added value through other means! Be smart, be creative! 

 Gratuitous advertisement! Our system is … 

 …engineered to support many domains, protocols, backends, and underlying infrastructures! 

 …free and open source! 

 

 

Your one-sentence take home summary: 
“Make your data analysis workflow vendor-neutral!” 
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